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Adjusted Plans

Week 2 (Sep 25): Why LLM tool use fails + structured interfaces + 
MCP + hands-on practice + project brainstorm

Week 3 (Oct 2): Permissions + scoped subagents + students design 
one research capability + hands-on practice + project brainstorm

Week 4 (Oct 9): AI agents + Reasoning

Week 5 (Oct 16 – 30): Student practice; Team projects
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From Week 1: AI Agent Workflow
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Task/Prompt In

▪ Rule-based agent
(i.e., Symbolic/expert)

Final answer

▪ Conversational LLM (e.g., 
GPT-style chat model)

Task/Prompt In

Final answer

Regex, pattern
matching,

Predefined rules

Task/Prompt In

Large
Language

Model (LLM)

Final answer

▪ Tool-augmented LLM Agent
(i.e., ChatGPT, Claude)

LLM

Plan

Action

Tools Memory

❑ Definition: An agent maps what it has seen (ℎ) to what it does (𝑎)
𝜋 : ℋ → 𝒜 , 𝑎𝑡 = 𝜋(ℎ𝑡)

Today’s focus: what happens inside the LLM box, and how we connect it to external tools.
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1. AI has evolved through several major paradigms.

Key Takeaways from Week 1: What is an agent

symbolic 
AI

expert 
systems

statistical 
ML

deep 
learning

foundation 
models

agentic 
AI

▪ An agent adds surrounding software (a harness/runtime) that lets the model use tools, observe results, and continue acting.

▪ The AI model generates predictions or outputs that inform decisions.

reason/decide → call a tool → observe the result → update context → continue until done.

3. Agents operate through an iterative loop. A typical pattern is:

2. An AI model is not the same as an AI agent.

LLM/AI model
(Next-token
prediction)

Tools
(Code, search,

files, APIs)

Tool results /
observations

Tool results are added back to the context

Agent behavior
observe → decide → act → loop

Harness /
runtime
software

Updated context is sent
back to model

4

prompt
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From Week 1: How Should an Agent Connect to External Capabilities?

4. Model Context Protocol (MCP) is a common protocol that lets an agent runtime discover and call 
external tools, resources, and services.

External capabilities
(e.g., Code, search,

files, APIs)

Harness /
runtime
software

MCP Interface
(e.g., ML models,

workflow, algorithm,
database)

Our focus today: making tool use explicit, validated, and controllable.

5

❑ Question: If the runtime needs to use external tools, how does it discover and call them reliably?
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Central Message for this lecture

6

✓ Using an agent means delegating work to an AI system.

✓ Designing an agent means deciding what the AI should and should not have to figure out.

Our goal today: understand how AI models generate outputs, where 
they can fail, and how to connect them to research workflows.

i.e., “Here is my project. Please figure out how it works and help analyze my data.”

i.e., “Instead of asking the AI to rediscover the workflow from source code, we can 
define the capability explicitly: inputs, allowed parameters, outputs, validation 
rules, and permissions.”
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What Do We Mean by "AI Model"?

❑ In a supervised-learning setting, an AI model is a learned function that maps inputs to outputs.

Training:
Learns the model parameters 𝛉 from data by 
minimizing an objective.

Inference:
Applies the learned model to a new input. 
This is usually what happens when an agent 
calls a model.

Important distinction
AI model ≠ workflow ≠ tool

A tool may wrap a model, and a workflow 
may combine several models and tools.

● Input: x  — features, observations, sequences,
images, etc.

● Output: y — labels, scores, predictions, actions, etc.

● Model 𝑓𝜃: a learned mapping from input to output.

● Training data: examples (x1, y1), (x2, y2), …, (xN, yn)
used to learn parameters 𝛉

መ𝑓 = argmin
f∈ℋ

1

𝑁
σ𝑖=1
𝑁 ℒ 𝑓 xi , yi

Input  x learned model 𝑓𝜃 Output  ŷ

7
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AI Model vs. Research Workflow: A Medical Imaging Example
• The AI model is the learned component.
• The workflow is the larger process that prepares inputs, calls the model, and interprets the outputs.

AI model Workflow

Medical
imaging

Input: CT / MRI image + parameters
Task: segment or classify
Output: mask, class, confidence

segmentation/
classification 

model 

Parameters
• Modality: CT (or MRI)
• Slice thickness: 1.0mm
• Pixel spacing: 0.8 mm

Class label: Malignant (liver
tumor)

Confidence score: 92%

1. image loading

2. preprocessing

3. segmentation/
classification model 

4. postprocessing

5. report/visualization

8
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AI Model vs. Research Workflow: A Molecular Structure Example

Molecular
Structure
prediction

Input: features from protein sequence + optional MSA + parameters
Task: generate or score structure
Output: 3D structure, score, confidence

Later, we will see how an agent can call either the predictor itself or the full structure-prediction workflow as a capability.

Structure
& Score

predictorsParameters
• num_recycles: 3
• randon seed: 42
• use_msa: True

Confidence: 0.92

Global score: 0.88

Amino acid sequence

MKTAYIAKQRQISFVKSHFSR
QDILDLIKELGNVTHKGEIPD
……..

1. Protein sequence

2. MSA/template search

4. Structure & Score
predictors

5. Postprocessing

6. Report/visualization

3. Feature generation

9

AI model Workflow
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Major Ways AI Models Learn

❑ AI models differ in what supervision they receive, what objective they optimize, and what they learn.

Setup Observed data Representative objective Learned object Applications

Supervised Inputs x and labels 
y: (xᵢ,yᵢ) 𝑚𝑖𝑛

1

𝑁
෍

𝑖=1

𝑁

ℒ 𝑓 xi , yi f𝜃: x → y or P𝜃 (𝑦|𝑥)
classification, regression,

segmentation

Unsupervised Inputs xᵢ only Discover structure without 
external labels

representations, 
clusters, or density

clustering, dimensionality
reduction, representation

learning

Self-supervised
Inputs only; targets 

are derived from 
the data itself

Predict a hidden, transformed, 
or next part of the input

representation or 
conditional model

masked prediction,
next-token prediction,

foundation models

Reinforcement
interaction 

trajectories, actions, 
rewards

maximize expected cumulative
reward Policies or behavior decision making, control, 

game agents

10
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Clustering / Dimension Reduction

11

Examples of the Major Learning Paradigms

❖ Supervised: learn from labeled examples

Segmentation

❖ Self-supervised: create prediction 
targets from the data itself

Next-token prediction

❖ Unsupervised: discover structure without labels ❖ Reinforcement: learn from interaction 
and reward

11
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How Researchers Commonly Use Published AI Projects

❑ Key point: the agent is not just running the model — it first has to rediscover 
how the project is organized and how its interface should be used

❑ A realistic starting point for researchers: download an existing GitHub or
Hugging Face project and let a coding agent figure it out.

1. Find project

GitHub repo
or Hugging Face model

2. Clone / download

local folder, server,
or lab workstation

3. Open in coding agent

Claude Code / Codex 
/ other coding agent

4. Ask a task

"Analyze my dataset"
"Run inference"

"Compare conditions"

What the repository often contains

• Many Python / R / shell files
• Configs, checkpoints, notebooks
• README, examples, legacy scripts
• Multiple entry points and 

assumptions

What the agent must infer before analysis

1. Search the codebase
2. Identify relevant files
3. Reconstruct the interface
4. Infer required parameters
5. Construct the tool call / command

The generated command 
may look valid but still be 

semantically wrong.

12

retrieve + 
build context
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Repository-as-Context for a Coding Agent

❑ For a new task, coding agents may need to retrieve 
and reason over relevant pieces of a large codebase.

❑ The agent may need to spend substantial context and reasoning on 
understanding the implementation before performing the analysis.

❑ Reliability depends on whether the correct files, instructions, and 
parameters are retrieved and interpreted.

13

Repository-as-context loop

User question

Search / open files Extract relevant code
and docs

Infer interface /
workflow steps

Construct tool call / 
command

Infer how to run 
the workflow
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❑ Typical failure points for Research tools
• Context dilution: Large repositories may contain 

more relevant information than the model can 
reliably keep active at once.

• Competing examples: Old scripts, aliases, or 
inconsistent docs can suggest multiple plausible 
commands.

• Training prior over exact tool specification: The 
model may prefer a common pattern from training, 
such as 20x or --mag over the exact interface 
described by your tool.

• Silent semantic errors: Some bad commands crash 
and can be fixed; others run successfully but mean 
the wrong thing.

Repository-as-Context: Where Fragility Comes From

1. Type / format mismatch

scripts/analyze_tissue.py \
--slide s1.svs \
--magnification 20x \
--out r.json

2. Parameter name recall error

scripts/analyze_tissue.py \
--slide s1.svs \
--mag 20 \
--out r.json

3. Silent scale / range error

scripts/analyze_tissue.py \
--slide s1.svs \
--magnification 20 \
--threshold 50 \
--out r.jsonWhy do these errors happen, and how can we reduce them?
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Hands-on Demo 1: Repository as Context

Repo

Coding agent

Reconstruct 
interface

Construct tool 
call / command

Scan for Demo 
1 + guide

❑ Goal: watch what the coding agent must infer 
before it can run the analysis.
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//

1950 1970 1990 2010 2020 2025 2030

Turing
test
1950

Dartmouth
1956

Perceptrons
1957

ELIZA
1966

AI winter
1974, 1987

Expert
systems

1980

Statistical ML
1995

Scaling laws
2020 Tool-use

agents
2024

DQN
2013

AlexNet
2012

Transformer
2017

ChatGPT 
2022

Reasoning/
agentic models 

2026+

I. Broad evolution of AI systems

LSTM
1997

ResNet
2015

GPT-3
2020

Backpropa
gation
1986

RNN
1990

Seq2Seq/
attention

2014

Self-
attention

2017

GPUs / 
CUDA
2007

Multimodal &
tool-use LLMs

2024

II. Key milestones leading to modern LLMs

From AI Models to LLM Behavior: Why These Errors Happen

16
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Lesson 1: How Next-Token Prediction Works

❑ An LLM repeatedly predicts a probability distribution over the next token given its current context and learned 
training priors, selects the next token, appends it to the context, and repeats.

1. Context in: prompt, retrieved
context, previously generated
tokens.

2. Predict distribution: Model outputs 
probabilities for many possible next tokens.

3. Choose one token: Greedy choice 
or sampling selects the next token.

4. Append token: The chosen token 
is added back to the context.

5. Repeat: Generation continues until 
a stop token or length limit.

17
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Lesson 1: Why a Wrong Token Can Still Look Plausible

❑ An LLM repeatedly predicts a probability distribution over the next token given its current context and learned 
training priors, select next token, appends it to the context, and repeats.

Retrieved context
README:
Run tissue analysis with
scripts/analyze_tissue.py

Tool spec:
--magnification must be 
one of {10, 20, 40}

User request:
Analyze s1.svs at 20x
magnification and save 
the result to r.json

Current input tokens

[scripts] [/]
[analyze_tissue] [.py]

[--slide] [s1.svs]

[--magnification]

Note: Illustrative tokens; actual 
tokens vary by model Note: Highest probability ≠ always selected. 

Next-token probability over vocabulary

Candidate next token Probability

20 0.46

20x 0.31

40 0.08

10 0.06

other 0.09

sampled token

spec pushes
toward 20

common wording
pushes toward 20x

18

These probabilities are illustrative. If the decoder is 
sampling rather than choosing greedily, a lower-
probability token such as 20x can still be selected.

LLM
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Lesson 2: From RNN to Attention

RNN / LSTM

1. Reads tokens one by one.
2. Stores information in a hidden state.
3. Information is propagated sequentially 

through hidden states.
4. Long-range dependencies remain difficult.

[A] [B] [C]

𝑠1 𝑠2 𝑠3

State

[D]

Encoder

Decoder

o Encoder: represents the input sequence as 
hidden states

o Decoder: generates the output sequence from 
those representations

o Attention: gives the decoder direct access to 
relevant encoder states instead of relying on 
one compressed state.

Decoder learns where to look in the source sequence.
Helps translation and alignment.

Attention context: 𝐶𝑡 = σ𝑘=1
𝑚 𝑎𝑘

𝑡×𝑠𝑘

[A] [B] [C]

𝑠1 𝑠2 𝑠3

Encoder

State

<bos>

[D] [E] [F] <eos>

Decoder

Seq2Seq + attention
(2014)

Attention: 𝑎𝑘
𝑡 = softmax(score(ℎ𝑡−1, 𝑠𝑘))

ℎ1 ℎ2 ℎ3

19
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Lesson 2: From Attention to Self-Attention

❑ Each token can “attend” directly to other tokens in the same sequence.
❑ Self-attention for all token positions can be computed in parallel during training.

Attend to other 
tokens in the same 

sequence

Compute an attention-
weighted context

Update token 
representation

20

“Attend” = look at other tokens and weight how relevant they are.

𝑥1 𝑥2 𝑥t 𝑥n

…

𝑒(𝑡,1) 𝑒(𝑡,2) 𝑒(𝑡,𝑛)𝑒(𝑡,𝑡)

Softmax

𝑎(𝑡,1) 𝑎(𝑡,2) 𝑎(𝑡,𝑛)𝑎(𝑡,𝑡) …

…

…

Query
Key

Value

Self-attention 
/ Transformer

(2017+)

For token 𝑥t: compare its Query with every token’s Key →

normalize the scores into attention weights  → take a weighted 
combination of the corresponding Values.
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Figure 16-8. The original 2017 
transformer architecture

The Transformer: Foundation of Modern LLMs

❑ Modern LLMs can use long context more effectively than classic sequence models.

21

Self-attention replaced recurrence as the 
core sequence-processing mechanism.

RNN → LSTM → Seq2Seq/attention → Self-
attention/Transformer → modern long-context LLMs (2017+).
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1. Type / format mismatch

scripts/analyze_tissue.py \
--magnification 20x \ …

2. Wrong argument name

scripts/analyze_tissue.py \
--mag 20 \...

3. Silent scale / range error

scripts/analyze_tissue.py \
--threshold 50 \....

Why the LLM can produce it

Learned language prior: “20x magnification” is common 
wording and appears in the user request, even though the 
tool expects 20.

Competing context: examples, aliases, or learned patterns 
can make --mag plausible even when the tool specifies --
magnification.

Semantic ambiguity: 50 may mean 50, 50%, or 0.5; the 
command may still execute.

Why These Repository-as-Context Errors Are Plausible

❑ LLM mechanics help explain why these commands can look reasonable even when they are 
wrong.

Observed error

Plausible continuation ≠ correct tool call
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1. Type / format mismatch

scripts/analyze_tissue.py \
--magnification 20x \ …

2. Wrong argument name

scripts/analyze_tissue.py \
--mag 20 \...

3. Silent scale / range error

scripts/analyze_tissue.py \
--threshold 50 \....

Interface design fix

How Interface Design Reduces These Failures

❑ Interface design can move known constraints out of the LLM and into software.

Observed error

Define allowed values explicitly: magnification ∈ {10, 20, 40}.
Normalize or reject other forms.

Expose the exact parameter name in the tool schema:
magnification. Do not require the LLM to reconstruct aliases.

Make units and range explicit: threshold_fraction ∈ [0,1], 
validate before execution and fail clearly when out of range.

Design principle: Do not ask the LLM to infer what the software can specify explicitly.
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Structured Input and Structured Output as a Contract

❑ A contract tells the agent exactly what to send and what structure to expect back.

Loose interface: vague natural language
Better interface: Structured request

❑ A structured interface: tells the agent what Capability is available, what Inputs it accepts, how
those inputs are Constrained, and what Output it returns.

{
"slide_path": "s1.svs",
"magnification": 20,
"threshold_fraction": 0.5,
"output_path": "r.json"

}

“Run the tissue damage script on 
this slide.
Use 20x and a threshold of 50%.”
Problems: units, names, defaults, output 
expectations, and error behavior are 
implicit.

{
"status": "success",
"result_path": "r.json",
"damage_score": 0.73,
"warnings": []

}

Structured
Input

Structured
outputStructured input/output moves ambiguity 

from natural language into an explicit 
interface contract.

24
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Schema: Making the Tool Contract Machine-Readable

Name of capability
`analyze_tissue`

Description
Run local tissue-damage 
analysis on a pathology 

slide.

slide_path: string
magnification: 10 | 20 | 40
threshold_fraction: 0.0–1.0

output_dir: string

Input fields / constraints

analyze_tissue_schema.json

❑ Schema: a formal, machine-readable description of the fields, types, and constraints that inputs or 
outputs must follow.

25

status, summary, score,
mask_path, overlay_path,

warnings, errors

Structured result (.json)

analyze_tissue_result.json

Input schema (.json)
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Capability Description: The Human-Readable Tool Interface

❑ Capability description (.md): a human-readable 
document describing what the tool does, what 
inputs it expects, and what it returns.

Actions performed

load slide → validate inputs → run analysis →
save outputs → return structured results

26

analyze_tissue_capability_card.md

Schema = machine-readable contract; 
capability card = human-readable explanation.
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Project-Level Instructions in Claude Code

27

CLAUDE.md: gives Claude Code project-level instructions for 
how to behave across the repository.

Purpose: tell the coding agent how to work in 
this repository — which interfaces to prefer, 
what conventions to follow, when to ask 
instead of guess, and how to handle results.

✓ Schema: what inputs/outputs are valid

✓ Capability card: what a tool does and how to 
use it

✓ CLAUDE.md: how the agent should work 
across the project
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Summary: What Does a Coding Agent Need to Use a Research Tool Reliably?

❑ Typical components for a well-defined research tool. 
Component Purpose Example

Capability description Human-readable explanation of what the tool does, when to 
use it, inputs, outputs, and scientific meaning. analyze_tissue_capability_card.md

Input / output schema Machine-readable contract: required fields, types, enums, 
ranges, defaults, and output structure. analyze_tissue_schema.json

Executable 
implementation

Performs the actual computation: model inference, workflow 
steps, database query, or analysis pipeline.

analyze_tissue.py
run_batch.sh

Project-level instructions Tell the coding agent how to behave in this repository and 
which interfaces/contracts to prefer.

CLAUDE.md
AGENTS.md

Validation / tests Check inputs and outputs against the contract; fail clearly 
when values are invalid or ambiguous.

validate_inputs.py
tests/

1. Agent instructions 2. Capability description 3. Schema 4. Implementation 5. Structured result

behavior meaning contract execution return

Purpose: make the tool contract explicit so the agent does not have to rediscover it from source code.

28

Conceptual layers
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Example: A Well-Defined Research Tool Folder

❑ The agent can still read files — but the interface details are now concentrated in a small number of contract files.

tissue_analyzer
├── CLAUDE.md
├── analyze_tissue_capability_card.md
├── analyze_tissue_schema.json
├── config/
│   └── analysis.yaml
├── data/
│   ├── case_001.pgm
│   └── case_002.pgm
├── models/
│   ├── model_card.md
│   └── tissue_rf.json
├── scripts/
│   ├── analyze_tissue.py
│   ├── classify_tissue.py
│   └── run_batch.sh
├── tests/
│   └── test_schema_validation.py
└── results/

CLAUDE.md Project behavior rules

capability_card.md Human-readable tool description

schema.json Machine-readable input/output contract

scripts/*.py or *.sh Implementation that performs the workflow

tests / validation Check inputs/outputs against the contract

results/ Structured outputs returned to agent

This is already better than repository-as-context, but every repository may still organize and name these pieces differently.

29
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From Repository-Specific Contracts to a Common Tool Protocol: MCP

Repository-specific contract files

• Each repository stays behind the interface.
• Expose selected capabilities through a common interface.
• Reduce the need to reconstruct the tool contract from raw source code.

Project rules

CLAUDE.md

Human description

Capability_card.md

Valid arguments

schema.json

Implementation

*py. *.sh, *.R

Works well locally, but each repository 
may still organize, name, and expose 

these pieces differently

❑ Model Context Protocol (MCP): a common protocol that lets AI applications discover and call external 
tools and access resources through standardized interfaces.

30

New pattern: capability-as-interface 

User 
request

LLM / 
Agent

MCP 
client 

Research tools/workflows + Local data

Tool I: Analyze_tissue

LLM/Agent
interprets results

Description + input schema + results

Tool II: Predict Structure Description + input schema + results

Tool III: Query database Description + input schema + results

Structured
results

MCP 
server 
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Design Checklist for an MCP-Exposed Research Workflow

❑ A good callable capability has a small, explicit interface and returns predictable outputs.

Interface checklist

1. Define required inputs
2. Define optional parameters
3. Decide what data stays local
4. Specify allowed actions / permissions
5. Return structured outputs
6. Return status, warnings/errors, 
summaries, and file paths

Example callable workflow: predict_structure()

Structured input
{
  sequence: 'MKTAY...', preset: 'monomer',
  use_templates: true, num_recycles: 6,
  output_dir: './results/protein_001'
}

Structured output
{
  status: 'success', pdb_path: './ranked_0.pdb',
  pLDDT: 88.4, pTM: 0.86,
  warnings: []
}

Principle: pass references and parameters when possible; return summaries and paths, not unnecessary raw data.

MCP does not replace the scientific workflow; it standardizes how 
selected capabilities are exposed and invoked.

31
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.mcp.json — in this demo, configures how the AI application 
connects to or starts the MCP server.

server.py — exposes selected tools/capabilities through MCP.

tools/*.py — contains the underlying research 
workflow/computation

data/ — local inputs used by the research workflow.

results/ — files generated by the workflow; the MCP tool can 
return paths/references to them.

Optional / agent-specific:
agents/*.md — specialized agent instructions.

skills/analyze-tissue/SKILL.md — reusable guidance/workflow 
instructions

Key Files in an MCP-Exposed Research Workflow

MCP server
(server.py)

AI application / 
MCP client

Research tool
( tools/*.py) Results/

Local data

Connection/launch
config (.mcp.json)



NRT Hot Topics: Agentic AI | Lecture 2 33

Hands-on Demo 2: From Interface Reconstruction to MCP Tool Discovery

MCP server 
discovered

Tool interface 
discovered

Tool executed →
structured result

Arguments 
validated

Scan for Demo 
2 + guide

❑ Goal: compare with Demo 1 — the agent now discovers and calls a 
declared tool instead of reconstructing the interface from repository files.
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Hands-on Practice

Materials, demos
& guides

jiehou-lab.github.io/
nrt_agent_week2

Finished early? Continue with Demo 3: Permissions → Demo 4: Scoped Subagent

As you work, compare what the agent has to infer in Demo 1 versus what 
the system specifies explicitly in Demo 2.

Time Activity Goal

5 min Team up + open guide Choose driver + navigator

10 min Setup Open terminal + Claude Code; 
verify project files

20 min Demo 1: Repository-as-Context What must the agent infer?

20 min Demo 2: MCP Tool Interface What becomes explicit?

❑ Work in teams of two: one person drives, one follows the guide. 
Switch roles between Demo 1 and Demo 2.
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Take-Home Reflection: Design Your Research Task as an Agent Capability

Choose one research task from your own work. How would you make it callable by an agent?

1. Define the task

• What are the inputs?
• What parameters/settings matter?
• What are the outputs?

Goal: describe one research capability as
Inputs → Parameters → Workflow → Structured Output → Permissions + Human Review

2. Define the workflow

• What happens before, during, and 
after the model/algorithm?

• Which parts should remain local?
• Where is human review still needed?

3. Define the agent interface

• Should the agent call a model, a tool, or the 
whole workflow?

• What structured input/output would you 
expose?

• What data/tools/permissions should be 
scoped?
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Week 2 (Sep 25): Why LLM tool use fails + structured interfaces + 
MCP + hands-on practice

Week 3 (Oct 2): Permissions + scoped subagents + students design 
one research capability + hands-on practice
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.claude/settings.json: defines explicit allow/ask/deny rules for 
tools, commands, and file access in this demo.

Allowed
operations

Denied
operations

Implementing Permission Boundaries in Claude Code

Permission rules move access control from model 
judgment into explicit, enforceable configuration.

Allow — run without asking
Ask — require user approval
Deny — block the operation

Example: direct access to 
data/** blocked
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Demo: Permission Rules Block Direct Raw-Data Access

Example: direct access to data/** blocked

Allowed 
alternative: 

use approved 

MCP tool
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Hands-on Demo 3: Permission-Aware MCP Workflow

Permission policy loaded (.claude/settings.json)

Direct raw-data access blocked (Read(data/**) denied)

Structured result returned

Approved MCP tool remains available (analyze_tissue)

Scan for Demo 3
+ guide

❑ Goal: compare with Demo 2 — the agent now works within explicit permission boundaries 
and uses an approved tool path instead of direct raw-data access.

Direct raw-data access is blocked; approved 
tool-mediated access is still allowed.
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From Permission Boundaries to Scoped Subagents

❑ Subagent: a delegated agent with its own instructions, context, tools, and permissions for a 
specific subtask.

Permissions define what can be accessed; 
subagents define who is delegated to work within that scope.

40

Delegated execution: main agent assigns a bounded subtask to a subagent

User 
request

Main agent /
coordinator

Scoped
subagent

MCP tool +
local workflow

Structured
result

Result returned 
to main agent

raw data can remain local

❑ The main agent coordinates; the subagent executes a specialized subtask within its assigned scope.

Direct tool use: main agent calls the tool itself

User 
request Main agent MCP tool Structured

result
raw data can remain local

Local workflow +
data
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MCP Tool vs. Subagent: Different Roles
❑MCP exposes callable capabilities through a defined interface, typically with a 

description, input schema, and structured result.

❑ A subagent is a delegated agent with its own scoped instructions, context, tools, and 
permissions. It can reason about a subtask and may call one or more MCP tools.

Design A: direct tool call Design B: delegated subagent

Main agent

MCP tool

Structured
results

Main agent

Specialized
subagent

Structured
results

MCP tool

Local scripts

Database

Use subagents when a task benefits from specialized instructions, 
tools, permissions, or execution context.

41
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Subagents as Permission and Data Boundaries

Main agent / 
coordinator

Medical Imaging subagent
• Can access:

Reporting subagent

Subagents can return structured results such as {status, score, file_path, warnings} while 
limiting unnecessary raw-data exposure. 

Scoped access improves isolation, but does not by itself guarantee privacy or correctness.

❑ Design principle: give each subagent only the data, tools, and permissions required for its task —
including only the sensitivity level it is allowed to access.

• Cannot access:

✓ public/ de-identified
image files

✓ segmentation model
✓ image-analysis MCP tools

private patient images
restricted clinical profiles

Genomics subagent
• Can access:

• Cannot access:

✓ public/ approved FASTA / 
VCF files 

✓ sequence-analysis tools 
✓ approved variant database

Restricted patient clinical
database or genomic record

• Can access:

• Cannot access:

✓ Structured summaries
✓ Figures / file paths
✓ approved result tables

raw private research data

42

Restricted patient-level data
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How Agent–Subagent Communication Works

❑ The main agent delegates a bounded task to a subagent; the subagent uses its approved tools and 
returns a structured result.

Main agent
planner / 

coordinator

Structured delegation request
{
  task: 'segment_image',
  image_path: '.../scan.nii',
  threshold: 0.5
}

Specialized subagent
✓ specialized

instructions
✓ scoped context
✓ approved tools
✓ permissions

Approved resouces + 
local environment

✓ raw data
✓ models / scripts
✓ research database

Structured result returned to main agent
{status: 'success', 
class: 'malignant', 
confidence: 0.92, 
mask_path: '.../mask.nii'}

The main agent does not need the subagent’s entire internal context — only a well-defined 
request and a useful structured result.

43
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.claude/agents/tissue-analyst.md — defines the subagent’s 
role, instructions, task scope, and allowed tools.

.claude/settings.local.json — defines the permission 
boundary: what is allowed, asks for approval, or is denied.

.CLAUDE.md — tells the main agent when and how to 
delegate work.

.claude/commands/analyze-slide.md — provides a user-
facing entry point for the delegated workflow.

What Defines a Scoped Subagent?

Scoped subagent = specialized instructions + delegated role + selected tools + permission boundary
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.claude/agents/tissue-analyst.mdInside the Scoped Subagent Definition

Identity + purpose:
name, description

Allowed tools:
analyze_tissue, classify_tissue

Restrictions:
no Bash, no direct file 
reads, no invented values

Workflow:
1.analyze
2.check usability 
3.classify if usable 
4.return structured result

A subagent definition specifies both what the agent should do and what it is allowed to use.
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Demo: Delegating Tissue Analysis to the Scoped Subagent

The main agent delegates the task; the scoped subagent chooses and 
invokes only its approved capabilities.
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Hands-on Demo 4: Scoped Subagent Delegation

User request reaches main agent:
“Analyze this tissue image…”

Main agent delegates to tissue-analyst
bounded task + parameters

Structured result returned to main agent
measurements + usability + class + confidence

Scoped subagent uses approved MCP tools
analyze_tissue → classify_tissue

Scan for Demo 4 + 
guide

❑ Goal: compare with Demo 3 — the main agent now delegates a bounded task to a 
specialized subagent that can use only its approved tools and permissions.

Main agent coordinates; the scoped subagent performs the 
specialized analysis within its assigned tools and permissions.



NRT Hot Topics: Agentic AI | Lecture 2

What Structured I/O and Scoped Tools Can — and Cannot — Protect

❑ Reliability comes from combining interfaces, validation, permissions, privacy controls, and 
scientific review — not from MCP alone.

Helps with

✓ explicit parameters
✓ schema validation
✓ bounded structured outputs
✓ auditable tool calls
✓ minimizing unnecessary raw-data transfer
✓ limiting tools and data per subagent

Does not automatically guarantee

✕ scientific correctness
✕ data privacy/ confidentiality
✕ correct authorization policy
✕ safe permission configuration
✕ correct choice among valid option
✕ absence of model mistakes

Takeaway: define clear contracts, validate hard constraints, scope permissions and data 
access, and keep humans in the loop for high-stakes scientific decisions.
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Thank you!
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